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Knowing how a computer program interacts with the operating system is useful for many tasks, such as debugging broken programs, determining how malicious programs work, and optimizing algorithms. To understand this interaction we want to record which system calls the program makes. We are interested in accurately tracing how a program interacts with the kernel.


Linux’s existing system-trace tool, strace, is very slow and does not reliably trace a program’s child processes. Gathering this information requires time, memory, and processing power. Maintaining low overhead is essential to accurately tracing a program because the tracing should not unduly disturb the program’s normal execution. To obtain fast and reliable system-traces, we have implemented a new system-trace tool. The new tool runs from within the kernel. It records when a system call is made, what the input parameters were, and what output occurred. Figure 1 explains the path of execution for a program being traced.
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Figure 1: The path of execution for a program being traced.


For fast access, we keep all of the collected data in random access memory (RAM.) We also store the information in a binary format to save space, and decode it after the trace has finished.

The core component of this trace program has been implemented as a module, which can be loaded into the kernel dynamically and allows us to minimize code changes to the official kernel.

Version 2.6 of the Linux kernel has over 280 different system calls. We want to record information for many of these system calls (if not all of them.) The method of recording each system call differs only in what information is being collected. To simplify the effort of making a recorder-function for each system call, we have written a translator (a mini-compiler) that translates a domain-specific source language into C/C++ code. The resulting C/C++ code is responsible for recording and decoding the trace information. Figure 2 shows an excerpt of the domain-specific language that we have created. The code segment in figure 2 describes the C/C++ code needed to record and decode trace information for when a file is opened. Once translated, these generated functions are called from within the kernel code. To enable a new system call to be traced, a new trace record description (such as the one shown in figure 2) must be created, and a single line of code must be added to the kernel source code.
[image: image2.png]open.
§null_terninated_deep_copy char® filename
int flags
int mode
unsigned long return_value




Figure 2: A sample entry of the source file to generate the trace recorder-functions.

We are currently expanding the trace program in several areas. We are improving the trace’s memory management (to flush the data in RAM to the hard-disk, when there is too much information to store in RAM.) We are also adding the ability to trace more system calls, and improving the code generation tool.
